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Abstract

Central banks publish projection paths, but these need not be optimal summaries
of the information used to form them. We reframe conditional macroeconomic fore-
casting as an input problem: a fixed, pre-trained multivariate foundation time-series
model reads the institution’s historical predictions and announced future paths
alongside target histories, rather than imposing the path as a model-consistent
restriction inside a locally estimated system. The mapping nests the Mincer–
Zarnowitz and Granger–Ramanathan regressions as its parametric-linear special
case. Reading just Norges Bank’s published path triple and target histories, the
map cuts mean squared error against the Bank on inflation across horizons, and the
nested combination regression puts the conditional weight on the map, not the path.
A hard-conditioned VAR matched on the same future paths, but blind to the pre-
diction record, is consistently outperformed on the rate and inflation, and the result
survives the asymmetric-loss specifications that best rationalise the path. The VAR
contrast replicates on Sweden and New Zealand; the institutional comparison only
on New Zealand, with parity at best on Sweden. An institutional-learning regres-
sion rationalises the split: the Riksbank absorbs its recent misses more aggressively
than Norges Bank and the RBNZ, leaving less residual signal to extract.
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1 Introduction

The publication of macroeconomic forecasts is a central instrument of contemporary mon-
etary policy. Inflation-targeting central banks routinely publish projection paths for the
policy rate, inflation, and real activity jointly with their policy decisions, on the under-
standing that these projected paths are constitutive of the policy stance rather than a
commentary on it: they communicate the reaction function, anchor expectations, and
coordinate private-sector behaviour over the policy horizon (Svensson, 2005; Woodford,
2003; Blinder et al., 2008). Empirically, published paths move asset prices in their own
right and shape the term structure of expectations (Gürkaynak et al., 2005; Campbell
et al., 2012), and the institutional process behind them tends to outperform statistical
models that lack access to the underlying judgment, real-time data, and private infor-
mation (Romer and Romer, 2000; Faust and Wright, 2013). Their informational content
therefore has first-order monetary-economic consequences: if the institutional path fully
impounds the relevant information, it is the appropriate object for private-sector expec-
tations to track; if it does not, the gap matters for how expectations form and how policy
communication is interpreted.

Information density does not imply efficient summarisation. A forecast that incorpo-
rates a wide range of indicators, expert judgment, and real-time data can nevertheless fail
to be an MSE-optimal summary of the information used to form it: a richer projection
of the same inputs may extract mean-square signal that the published point path does
not impound. Empirical work in the forecast-evaluation tradition has long documented
departures from full efficiency in institutional macroeconomic forecasts under quadratic
loss (Mincer and Zarnowitz, 1969; Patton and Timmermann, 2007; Capistrán, 2008;
Croushore, 2010; Rossi and Sekhposyan, 2016), often subtle and state-dependent. Some of
these apparent departures may reflect asymmetric loss on the institution’s side rather than
a genuine departure from MSE-optimal summarisation under symmetric loss (Christof-
fersen and Diebold, 1997; Elliott et al., 2005, 2008). From the perspective of a forecast
user operating under approximately quadratic loss, however, the operationally relevant
question is the same: does the published point path constitute an MSE-optimal summary
of the information set that produced it, or is residual mean-square signal available to a
richer summary of the same information?

The natural response is a procedure that improves the forecast efficiency of the institu-
tional path without discarding it:1 a conditional forecasting tool that takes the published
path as given and asks whether realised outcomes load on information the path does
not impound. Traditional conditional forecasting in macroeconomics, exemplified by the

1We use forecast efficiency throughout in the MSE-optimal-summary sense: a forecast is forecast-efficient
if it impounds all mean-square-relevant signal in the information set that produced it.
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conditional VAR lineage (Doan et al., 1984; Waggoner and Zha, 1999; Bańbura et al.,
2015; Antolín-Díaz et al., 2021; Chan et al., 2025), implements such conditioning inside
a fully specified reduced form that must be estimated on the local sample before any
forecast can be generated: the conditioning path, or in the soft-conditioning case its dis-
tribution, is taken as given and the conditional forecast is recovered as the conditional
expectation of the unrestricted block under that reduced form. This binds the exercise
to the data-availability constraint of the short macroeconomic sample and treats multi-
variate conditioning as a property of the estimated equation system rather than of the
conditioning information itself.

This paper takes a different perspective. Rather than treating conditioning informa-
tion as constraints on a model, we treat it as inputs to a fixed, pre-trained predictive map-
ping, leveraging Transformer-based attention mechanisms (Vaswani et al., 2017) and the
zero-shot learning paradigm associated with recent foundation time-series models (Gruver
et al., 2023; Das et al., 2024; Woo et al., 2024; Ansari et al., 2025).

The shift is conceptually simple but consequential. The regression-form forecast-
evaluation and -combination literature (Mincer and Zarnowitz, 1969; Granger and Ra-
manathan, 1984; Timmermann, 2006) sits inside this input-based paradigm as its para-
metric-linear special case, where realised targets are projected on the institution’s histor-
ical predictions. What is new is that the mapping itself is multivariate, nonlinear, and
pretrained: forecasts can be generated as a flexible function of past targets, covariates,
past conditioning information, and assumed future paths, without re-estimating or solving
a model under each scenario. This removes the data-availability constraint that typically
binds local-estimation alternatives in macroeconomic applications. Because conditioning
information enters as inputs rather than imposed constraints, the framework can also ac-
commodate joint prediction of these variables when desired. Attention mechanisms in turn
capture cross-variable dependencies, allowing information from assumed paths to propa-
gate to target forecasts without an explicitly specified structural model. The nesting also
fixes how any accuracy gain should be read: an MSE improvement of the pretrained map
over the published path is, in regression-form terms, evidence against forecast efficiency
of the path within the information set the map sees, and the combination regression is its
natural ex-post test.

We use the proposed framework to study the history of published central bank paths for
the policy rate, inflation, and the output gap, and evaluate whether a zero-shot foundation
model can improve upon the bank’s own forecasts. Among these three targets, inflation is
the natural primary object of interest: the policy rate is the central bank’s own instrument
and the output gap is a statistic constructed by the same institution, while inflation is
measured independently of the central bank and is therefore the target on which a forecast-
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efficiency comparison most cleanly speaks. Our leading case is paths published by Norges
Bank, but we also study the Riksbank (Sweden) and the Reserve Bank of New Zealand
(RBNZ). The foundation model we apply is Amazon’s Chronos-2 (Ansari et al., 2025), a
recently developed time-series model with 122 million parameters pretrained on large and
heterogeneous datasets. Unlike its (mostly) univariate predecessors, Chronos-2 handles
multivariate and covariate-informed forecasting in a zero-shot manner while mitigating
the data limitations of macroeconomic applications. Conditioning paths enter directly as
inputs alongside observed histories, and forecasts exploit patterns learned from large-scale
data without any task-specific estimation.

Empirically, on inflation the foundation model’s accuracy improves near-monotonically
as the input group is enriched, with the largest gains coming from joint multivariate
conditioning: at the strongest rung the input-based map cuts mean squared error (MSE)
against Norges Bank by about 21%, and already the specification reading nothing beyond
the Bank’s own published triple beats the Bank at every horizon. The two targets internal
to the institution are the structural exceptions: Norges Bank dominates the input-based
map at every horizon on the policy rate and the output gap.

The regression-form toolkit embedded in the framework tells the same story: a recur-
sive Mincer–Zarnowitz recalibration of the published path—the parametric-linear special
case of the map—recovers none of the inflation gains, and in the Granger–Ramanathan
combination regression on identical conditioning information the conditional weight settles
on the input-based forecast on inflation and on the published path on the two institu-
tional variables. Our main conclusion survives the asymmetric loss specifications of Elliott
et al. (2005) that best rationalise the published path, and is not a result of information
leakage—using a model trained on data containing information about the dynamics it
later tries to predict: re-running the exercise with weights trained only on synthetic data
preserves the same pattern.

The cross-target shape of the result—exceptions on the institution’s own variables,
gains concentrated on inflation—replicates on the corresponding institutional panels for
Sweden and New Zealand, but the level signature splits: on New Zealand the input-based
map reproduces the Norwegian inflation dominance, cutting MSE against the RBNZ by
up to 25%, while on Sweden even the richest rung never beats the Riksbank—a contrast
we return to below.

A rung-matched comparison against a recursively estimated conditional VAR confirms
that this lift survives moving the comparison from the institutional benchmark to a repre-
sentative model-based alternative. On the policy-rate and inflation targets the foundation
model attains lower MSE than the corresponding conditional VAR at every matched rung,
often by wide margins, on all three country panels—and, unlike the institutional compar-
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ison, with equal-accuracy tests rejecting in most rate and inflation cells. For the output
gap the results are more mixed.

Focusing on inflation, we further pin down how the input-based gain is generated
through what we label the credibility gap: the signed difference between Chronos-2’s
predictive median and the published path. This gap serves both as a state-dependent
real-time metric that flags inflation origins on which the data-consistent benchmark is
most likely to be closer to the realised outcome than the path itself and as the dependent
variable in a small battery of MSE regressions. On the Norwegian and New Zealand panels
these regressions show that windows of poor recent institutional accuracy are windows
in which the map disagrees more with the path and the disagreement points towards
the institution’s subsequent miss, converting into a realised inflation advantage; on the
Swedish panel the same disagreement widens without carrying directional information,
and converts into a realised loss. An institutional-learning regression rationalises the
split: the Riksbank absorbs the magnitude of its own recent misses more aggressively
than Norges Bank and the RBNZ do, leaving less residual signal for an input-based map
to extract by deviating from the path.

Our contribution is two-fold. In terms of economics, we add evidence to the long-
running literature on the rationality and forecast efficiency of professional and institutional
macroeconomic forecasts (Mincer and Zarnowitz, 1969; Patton and Timmermann, 2007;
Capistrán, 2008; Croushore, 2010; Rossi and Sekhposyan, 2016), particularly the strand
concerned with central-bank projections: across three institutional panels we document
where a richer re-projection of the published path extracts residual mean-square signal
from the institution’s own information set, and where it does not.

In terms of methodology, we formalise zero-shot multivariate input-based conditional
forecasting as an alternative to model-based conditioning, and show how pretrained map-
pings make the approach operational in small-sample macroeconomic settings. The
parametric-linear regression-form lens of Mincer–Zarnowitz and Granger–Ramanathan
combination regressions, which the local sample binds tightly, is the special case; ad-
mitting multivariate targets, vector-valued historical inputs, and a nonlinear pretrained
projection in its place replaces a model-consistency problem with a prediction problem—
rather than asking which forecasts are consistent with a given model and imposed paths,
the question becomes what outcomes typically follow when variables evolve in a particu-
lar way. The distinction matters whenever institutional forecasts or scenario paths carry
information that structural models only partially absorb; treating such paths as inputs
rather than constraints can extract residual predictive signal from their relationship with
realised outcomes.

Closely related is the concurrent work of Guerrón-Quintana et al. (2026), who also
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evaluate Chronos-2 in a macroeconomic setting, with a focus on unconditional forecasting
accuracy and on structural shock identification. Our analysis takes a different perspec-
tive and studies a different question: the information content of published central bank
projection paths evaluated within an input-based mapping, benchmarked against the in-
stitutional path itself and contrasted against conditional VARs. Other recent applications
of pretrained transformers to macroeconomic forecasting include Carriero et al. (2024) and
Koyuncu et al. (2026), both with a main focus on unconditional accuracy.2

The remainder of the paper is organised as follows. Section 2 formalises the input-
based paradigm, introduces the Chronos-2 foundation model and the data. Section 3
reports the main empirical experiments for Norway, while Section 4 provides an anatomy
of the input-based map and cross-country evidence. Section 5 concludes.

2 Framework and data

This section develops the input-based formalisation (Section 2.1), instantiates it with
Chronos-2 (Section 2.2), and presents the data (Section 2.3).

2.1 Two formalisations of one conditioning problem

Let yt ∈ Rn denote the targets observed through time t and let ft ∈ Rm denote the
conditioning series, observed historically and supplied externally over the forecast horizon.
A conditional forecast is a predictive statement about yt+1:t+h that takes the future path
ft+1:t+h as given. Under quadratic loss, the optimal conditional point forecast is the
conditional expectation

y?
t+h|t = E

[
yt+h

∣∣∣ It, ft+1:t+h

]
, (1)

for an information set It available at the origin. The two paradigms are alternative
approximations to this population object; they differ in the information they expose to
the approximator and in how the approximator is itself obtained.

The model-based paradigm specifies a parametric joint distribution for an endogenous
vector containing f , estimates its parameters from the local sample, and computes the
conditional expectation analytically under the imposed path. The conditioning block is by
construction a subset of the modelled vector, and the forecast inherits the data-availability

2Carriero et al. (2024) find that zero-shot models such as Salesforce’s Moirai (Woo et al., 2024) and Google’s
TimesFM (Das et al., 2024) generally perform on par with BVARs and factor models for unconditional
macroeconomic forecasting but are less stable and at times miss the mark significantly, while Koyuncu
et al. (2026) report gains using a version of Moirai fine-tuned on the BIS macroeconomic data repository.
Neither study considers the latest version of Chronos.
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constraints that bind any local estimation step. The input-based paradigm takes

gθ? :
(
y1:t, x1:t, f1:t, ft+1:t+h

)
7−→ ŷt+1:t+h, (2)

a fixed predictive mapping with parameters θ? pretrained once on a large external corpus,
and supplies the local information—target history, exogenous covariates x1:t, the historical
conditioning trajectory f1:t, and the future path ft+1:t+h—as inputs at inference. No
parameter is re-estimated for the forecasting task at hand; the local sample only governs
the length of the context the mapping sees, and f is not required to be a component of
y. Multivariate conditioning is a property of the input group rather than of an estimated
equation system, and joint prediction of y and f remains available because the path
enters as an input rather than as a hard restriction.

The input-based paradigm has antecedents in predictive regressions handling missing
observations and so-called ragged edges3 and connects directly to the forecast rationality
and combination literature: Mincer-Zarnowitz tests (Mincer and Zarnowitz, 1969) and
the combination regressions of Granger and Ramanathan (1984) treat candidate forecasts
as inputs to a (recursively) fitted linear map and ask whether one input subsumes another
or whether several can be combined into a more efficient prediction (Timmermann, 2006).
Section 3.2 returns to this connection. What is new here is that the mapping in (2) is
potentially nonlinear, multivariate and pretrained: its flexibility is not bounded by the size
of the local sample, and patterns learned across a broad external corpus transfer through
θ?. Recent work has made such mappings available (Ansari et al., 2024; Das et al., 2024;
Woo et al., 2024; Gruver et al., 2023; Ansari et al., 2025); Chronos-2, described next, is
specifically designed to accept the multivariate and covariate-informed inputs of (2).

2.2 The Chronos-2 foundation model

Chronos-2 (Ansari et al., 2025) instantiates gθ? of Equation (2) as an encoder-only trans-
former. The difference from its predecessors that matters here is a group attention mech-
anism: a single forward pass shares information across any collection of series the user
assembles into a group. This supports in-context learning of multivariate and covariate-
informed forecasting tasks, with θ? frozen, in a manner earlier generations of foundational
time-series models could not. We summarise below the parts needed later—the input
blocks, group attention, and the quantile head—and defer the remaining implementation

3Leading examples are factor-based models estimated via, e.g., EM-algorithms (Shumway and Stoffer,
1982; Stock and Watson, 2002; Bańbura and Modugno, 2014). The input-based map carries the same
predictive logic without local fitting: cross-series and across-time regularities are flexibly absorbed once
into θ? rather than re-estimated at each origin—a difference whose value rises when the local sample is
short.
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detail to Appendix A and Ansari et al. (2025).4

Inputs. The model reads two blocks: a historical block stacking the targets and
covariates observed through the origin, and a future block in which only covariates with
known future paths—here the institutional projections—are unmasked. Each series is
robust-scaled on the in-context window and split into non-overlapping patches that the
attention layers treat as tokens; the formal construction, the scaling transform, and the
patching details are recorded in Appendix A.

Time and group attention. Each transformer block alternates two attention oper-
ations. Time attention is standard self-attention (Vaswani et al., 2017) along the patch
axis, applied independently to each dimension, with rotary position embeddings supplying
the temporal signal—a common choice for position embeddings in modern transformer-
based models. Group attention acts on the batch axis at each patch index and aggre-
gates information across the dimensions assigned to the same group, with no positional
embedding—series within a group lack a natural order. For a batch of size B, each item is
tagged with a group identifier gi ∈ {1, . . . , G}, and these identifiers define a B × B mask
M with entries Mij = 1{gi = gj}. Group attention at patch index p takes the form

Attngrp
p = softmax

(
QpK>

p√
dk

+ log M

)
Vp. (3)

Here Qp, Kp and Vp are the query, key, and value projections of the patch-p hidden states
across the batch axis, and the additive log M sends compatibility scores between batch
items in different groups to −∞ before the softmax: information flows freely within a
group and not at all across groups, at a cost linear in the number of series in the group
(Appendix A). A group is flexible—a single series, the variates of a multivariate block,
or a target paired with its past-only and known-future covariates—and group attention
is what carries multivariate conditioning in the empirical exercise.

A direct consequence of the time- and group-attention construction is that the weight
gθ? places on each input slot is recomputed at every origin from the conditioning informa-
tion itself, rather than fixed by construction. Appendix B documents this property in the
empirical application: Figure B.1 reports within-series and cross-series attention heatmaps
at an illustrative forecast origin, and Figure B.2 traces the cross-series weights placed on
the three conditioning-path slots at every quarterly forecast origin—input weighting re-
computed origin by origin.

Quantile head. After L alternating time- and group-attention blocks, a quantile
head reads off the full forecast horizon jointly, emitting 21 quantiles per (horizon, target)

4The presentation is deliberately short. For readers unfamiliar with this type of technology, the expositions
in Dell (2025), Carriero et al. (2024), and Jurafsky and Martin (2026) cover well the use of deep learn-
ing in economics, foundational time-series models, and the transformer and masked language modelling
paradigm, respectively.
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cell; pretraining minimises the quantile-regression (pinball) loss on target dimensions only,
and at inference the outputs are mapped back to the original scale by inverting the robust
scaling (Appendix A). We take the 0.5 quantile as the point forecast.

Pretraining and the zero-shot claim. Real univariate series in pretraining come
from public datasets in domains such as electricity, retail, and transport. Multivariate
and covariate-informed structure is learned from synthetic data only: a base univari-
ate generator (autoregressive, exponential smoothing, KernelSynth, or a temporal causal
model) produces series, and a multivariatiser imposes cotemporaneous (linear or nonlinear
instantaneous mixing) or sequential (lead–lag and cointegration-like) dependencies, with
the resulting block partitioned into targets and covariates. The task type—univariate,
multivariate, or covariate-informed—is signalled to the model entirely by the group iden-
tifiers and by which rows of the future block are unmasked.

Mapping to the empirical exercise. The arguments of Equation (2) populate the
two blocks as follows. The targets y1:t fill the target rows of the historical block; the
historical conditioning trajectory f1:t and the exogenous covariates x1:t fill the covariate
rows; and on the future block the conditioning path ft+1:t+h is unmasked while target
rows and past-only-covariate rows are masked. A single group identifier is assigned to the
entire stack so that group attention via (3) routes information between targets, past-only
covariates, and the known-future path within every transformer block. At inference, θ?

is fixed and only the group changes across origins.

2.3 Data

For each country, the empirical exercise uses a single coherent panel that supplies every
component of Equation (2): realised targets, institutional forecast paths (used both as
inputs and as the benchmark), and exogenous covariates that enter the richer Chronos-2
groups. Table E.1 (Appendix E) summarises every series. The prose below describes the
main conditioning series.

The Norwegian forecast vintages come from Norges Bank’s Monetary Policy Reports
(MPR) and were originally compiled by Bjørnland et al. (2020). We extend this vintage
panel with subsequent observations. The panel contains conditioning dates—information
dates at which forecasts are published—spanning late 2005 through early 2026, and for
each date supplies the realised target outcomes together with the Bank’s published paths
at one- through four-quarter-ahead horizons. Targets are the policy rate, CPI inflation
(year-on-year), and the Norges Bank’s published output gap—taken exactly as published.

The Swedish panel is constructed analogously from the Riksbank’s Monetary Policy
Reports, using the publicly available API provided by the Riksbank. Targets are the repo
rate, CPI inflation (year-on-year), and the Riksbank’s published output gap. The panel
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Figure 1. Realised targets and central-bank vintages for the three country panels. Columns: Norway,
Sweden, and New Zealand, each on its own sample; rows: the interest-rate target (policy rate for Norway,
repo rate for Sweden, 90-day market rate for New Zealand), CPI inflation (year-on-year), and the real-
activity target (the published output gap for Norway and Sweden, the eight-quarter GDP-growth proxy
for New Zealand). Solid black: realised target. Each blue strand is a single published forecast traced over
its one- through four-quarter-ahead horizons against the corresponding target quarter. The strands track
the realisations closely at short horizons and fan out further ahead, and the three panels move through
the same major episodes on comparable scales.

spans the period from 2007 to 2025. The New Zealand panel is constructed analogously
from the Reserve Bank of New Zealand’s Monetary Policy Statements (MPS), and spans
a considerably longer window, 1995 through late 2024. Two conventions are specific to
this panel. First, due to data availability, the interest-rate target is the 90-day bank-bill
(money-market) rate, which we label the market rate throughout. Second, because the
RBNZ does not publish an output gap, but a GDP prediction, the real-activity target is a
derived proxy—the eight-quarter growth rate of real GDP—with transformations applied
within each vintage, on that report’s own history and projections.5

5Two minor adjustments are applied to keep the recursive sweep well-defined and comparable to Norway:
on the rare occasions the Riksbank skips an MPR quarter, the origin axis is padded with a placeholder
origin whose conditioning paths are read from the most recent published report—that report’s own path
evaluated at the placeholder’s forecast quarters, and hence one quarter staler—so the sweep runs on an
even quarterly grid without constructing any new forecast values. Similarly, when two reports fall into the
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A real-time convention governs how the target histories enter the input set. The
interest-rate and inflation targets are essentially unrevised across vintages, so their histo-
ries are the same in real time as ex post. The real-activity target is not: the output gap
is re-estimated at every publication, and New Zealand’s GDP-growth proxy inherits the
revisions of the underlying national accounts. At each forecast origin the historical real-
activity series supplied to the predictive map is therefore that origin’s own vintage—for
Norway from a companion real-time panel of published output-gap vintages assembled
alongside the forecast paths, and for Sweden and New Zealand from the same report
vintages the paths are read from. Realised outcomes are always measured with the final
vintage, for the institutional path and the input-based forecast alike.

Figure 1 reports the resulting panels in one view: the realised targets together with
every published vintage, each traced over its four forecast quarters. The vintages track the
realisations closely at short horizons and fan out further ahead, and the three economies
move through the same major episodes, including the financial crisis and the post-pandemic
inflation surge.

Five exogenous monthly series enter the empirical panel and feed both the input- and
model-based paradigm—an oil price, consumer sentiment, policy uncertainty, the dollar
exchange rate, and the US 3-month Treasury-bill rate. The exogenous variables are cho-
sen based on the fact that Norway, Sweden, and New Zealand are small open economies
and findings in Bjørnland et al. (2020) showing that these variables have predictive power
for central-bank path revisions. The transformations listed in Table E.1 and described
in Appendix C are applied once on the full history of each series, before either paradigm
consumes the result. The two paradigms then differ only in the timing grid on which they
read the transformed series. Because the VAR is estimated on quarterly frequency data,
each monthly (or daily-aggregated-to-monthly) series is collapsed to quarterly observa-
tions by within-quarter averaging before entering the VAR data matrix. Chronos-2 takes
the monthly value of each covariate at each conditioning date: the covariate is aligned to
the monthly forecast origin rather than the quarterly, so no within-quarter aggregation is
applied. In both paradigms only information available at or before the conditioning date
is used at each evaluation origin.

3 Experiments and results

Section 3.1 compares the foundation model against the Norges Bank path along an in-
put ladder of increasing conditioning richness, Section 3.2 supplies the formal inference

same quarter, we always use the latest report and paths. The origin-padding and latest-report-per-quarter
adjustments used for Sweden apply to New Zealand as well.
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through the regression-form toolkit the framework nests, and Section 3.3 contrasts the
input-based paradigm with the conditional VAR.

3.1 Zero-shot conditional macroeconomics

We compare the foundation model against the Norges Bank institutional benchmark along
an input ladder of increasing conditioning richness—step-by-step leveraging the group
attention mechanism built into the model. At the bottom, Noinfo runs three separate
univariate calls with no future covariate and isolates the pretrained priors. The same
univariate calls augmented with the institutional path as a known future covariate (Uni)
test whether conditioning on the published path adds signal. Moving to multivariate
conditioning, Multi rate-only jointly forecasts all three targets but exposes only the policy-
rate path forward, the natural policy-relevant decomposition that isolates the institution’s
instrument from the rest of the published triple. Multi adds the inflation and output-
gap paths back into the future block and gives the full multivariate call against the
institutional triple. Multi + exog augments Multi with the five monthly exogenous series
as past-only covariates and tops the within-institution ladder. The final rung enriches the
conditioning information by appending the three Riksbank published projection paths to
the Multi input set, asking whether forward-looking information from a closely linked
small open economy contains signal beyond the Norges Bank triple; we refer to this as
the Riksbank-augmented rung, labelled Multi GN in the figures.

The recursive panel gives Chronos-2 at least four years of history at the first origin,
and runs over forecast-start quarters from the second quarter of 2010 through the second
quarter of 2025 (61 origins per horizon), using an expanding context window. All inputs
are real-time: in particular, the historical output-gap series the model reads at each origin
is that origin’s published vintage (Section 2.3), while realised outcomes are measured with
the final vintage throughout. The same evaluation sample underlies every comparison,
unless otherwise stated. Statistical inference on equal predictive accuracy uses the two-
sided Diebold-Mariano test (Diebold and Mariano, 1995) with Newey-West HAC standard
errors. Relative MSE is the ratio of model and the institutional baseline MSE on the
common origin sample; values below one favour the model.

The forecasting scorecard in Figure 2 is the visual summary. The headline pattern is
a sharp cross-target split, with accuracy improving close to monotonically as the input
group is enriched. Holding the pretrained mapping fixed, what changes along the ladder
is only what the input group contains. Inflation—the externally-measured target on
which a forecast-efficiency comparison cleanly speaks—is where the input-based map wins
outright: the relative MSE moves from 1.02 at Noinfo through 0.99 at Multi rate-only
to 0.79 at the Riksbank-augmented rung, a cut of about 21% against the institutional
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Forecasting scorecard: relative MSE vs Norges Bank baseline

Noinfo Uni Multi rate-only Multi Multi + exog Multi GN

DM vs NB: p < 0.05 (filled) Not significant (hollow) Best producer in cell Beats NB (rel.~MSE<1)

Figure 2. Forecasting scorecard along the Chronos-2 input ladder: relative MSE against the Norges
Bank baseline, on a log axis. Rows index horizons h = 1, . . . , 4; columns the three targets (policy rate,
inflation, output gap). Each cell plots six Chronos-2 specifications ordered bottom-to-top by conditioning
richness: Noinfo, Uni, Multi rate-only, Multi, Multi + exog, and the Riksbank-augmented multivariate
call (Multi GN ). The dashed vertical line marks parity with the institutional benchmark; markers to its
left beat Norges Bank, and the shaded region marks relative MSE below one. Filled markers: Diebold–
Mariano significant at the 5% level (hollow: not). Stars mark the cell-best model.

benchmark. The cell-level Diebold–Mariano tests never reject equal accuracy in the cells
where the map is ahead, so the reading is on the average-MSE ratio rather than on cell-
by-cell dominance. More formal inference is deferred to the regression-form diagnostic of
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Section 3.2.
The other two targets are both internal to the institutional process—the policy rate

is the Bank’s own instrument and the output gap a statistic it constructs and continually
re-estimates—and the ladder behaves accordingly: relative MSE tends to improve along
the ladder on both, but no rung comes close to the institutional benchmark.

Pretraining contamination—memorisation of widely circulated official statistics by the
pretrained map—is addressed by re-running the exercise with the synthetic-only Chronos-
2 weights released by Ansari et al. (2025), which by construction have seen no real data
of any kind: the input-ladder shape and the cross-target asymmetry survive intact (Fig-
ure E.1, Appendix E). A separate qualification attaches to the richest rung: the Riksbank
MPR calendar does not align with the Norges Bank one, and where both institutions pub-
lish in the same quarter the Riksbank report can land after the Norwegian origin, so the
Riksbank-augmented rung can carry a genuine information-advantage component along-
side the model-class one. The conclusions, however, do not rest on that rung: already the
Multi specification—conditioning on nothing beyond the Norges Bank triple itself—beats
the Bank on inflation at every horizon, by about 7% on the per-target average and by
more than 10% at the two- and three-quarter horizons, suggesting meaningful scope for
this type of input-based conditioning.

3.2 The map in regression form and asymmetric loss

Section 2.1 placed the regression-form forecast-evaluation toolkit inside the input-based
class: restricting gθ? in (2) to a linear projection of yt+h on the future-forecast slot recovers
the Mincer–Zarnowitz regression (Mincer and Zarnowitz, 1969) with one forecaster and
the Granger–Ramanathan combination regression (Granger and Ramanathan, 1984) with
several. The nesting has an empirical use. Any MSE gain of the pretrained map over the
published path is, in regression-form terms, evidence against forecast efficiency of the path
within the information set the map sees, and the combination regression is the test of it.
We exploit this in two steps: first by scoring the parametric-linear special case itself—a
recursive Mincer–Zarnowitz recalibration of the published path—and then by asking, in
the combination regression, where the conditional projective weight settles when path and
map enter jointly, and whether that reading survives under the loss functions that best
rationalise the path.

Table 1 scores the special case. For each target and horizon the realised outcome is
projected by recursive OLS on the Bank’s h-step-ahead historical predictions, and the
path announced at the origin is then passed through the fitted coefficients. On inflation,
the target on which the input-based map earns its headline gains, the linear special case
recovers little of them: it trails the Multi forecast at h = 1–3 and on the pooled comparison
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Table 1. Relative MSE of the recursive regression benchmark—the parametric-linear special case of the
input-based map—against the Norges Bank path. For each target and horizon, the realised outcome is
projected by recursive OLS on the Bank’s h-step-ahead historical predictions (Mincer–Zarnowitz form)
and the announced path is passed through the fitted coefficients; the real-activity training regressand is
the origin’s real-time vintage. Entries below one favour the regression benchmark. Avg is the ratio of
horizon-pooled MSEs; N is the number of forecast origins. Stars * p < 0.10, ** p < 0.05, *** p < 0.01
(two-sided Diebold–Mariano test on the squared-error differential, Newey–West HAC, h − 1 lags); the
Diebold–Mariano statistic is printed underneath each relative MSE in parentheses.

Target h = 1 h = 2 h = 3 h = 4 Avg N

Policy rate
1.01

(-0.79)
1.11

(-1.38)
1.31

(-1.60)
1.44

(-1.55) 1.35 61

Inflation
1.07

(-0.53)
1.11

(-1.23)
1.06

(-1.17)
0.93

(1.06) 1.01 61

Output gap
1.06∗∗∗

(-3.00)
1.05∗∗∗

(-2.79)
1.06∗∗

(-2.39)
1.05

(-1.31) 1.05 61

and, unlike the map, never improves on the Bank pooled. On the real-activity target the
ranking flips: the regression benchmark stays close to the published path and beats the
map in every cell, but never improves on the Bank itself. On the policy rate the two
sit at pooled parity, with the map ahead on the longer horizons. The inflation gains of
Section 3.1 are therefore attributable to the multivariate, nonlinear, pretrained character
of the mapping, not to a linear recalibration of the path.

The combination version of the same question asks whether the published path even
retains marginal explanatory content once the input-based forecast enters alongside it.
To exemplify in the current context, for each target–horizon pair we thus estimate

yt+h = αh + βNB
h ŷNB

t+h|t + βChr
h ŷChr

t+h|t + εt+h, (4)

by OLS, once, on the full evaluation sample of paired forecast–realisation observations—an
ex-post diagnostic rather than a forecast. The pretrained input-based forecast ŷChr is the
Multi variant, which loads the institutional path triple—and nothing beyond it—onto gθ? .
The input-based forecast need not improve on Norges Bank in MSE on the Norway targets
(Figure 2) for the regression-form question to be informative: the Granger–Ramanathan
slopes ask whether it explains realised outcomes conditional on the institutional path, not
whether it dominates the path in absolute MSE. The slopes βNB

h and βChr
h measure the

marginal contribution of each forecast in explaining the realised target conditional on the
other.6

6Note that ŷChr
t+h|t is generated from an input set that contains ŷNB

1:t+H , so equation (4) is not a comparison
of independently generated forecasts; the encompassing nulls remain well-defined—ŷChr is a nonlinear
scalar summary of inputs that include the NB path, not a copy of it—and βNB

h = 0 then has the sharper
reading that the pretrained map has summarised the institutional path in a way that leaves no residual
linear projective content beyond its own output.
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Figure 3. Unconstrained Granger–Ramanathan combination weights: realised target on the Norges
Bank and Chronos-2 Multi forecasts, by target (columns) and forecast horizon (x-axis). Each cell reports
equation (4) estimated on the evaluation sample of paired forecast–realisation observations. Grey: β̂NB

h ;
blue: β̂Chr

h . Horizontal ticks mark the OLS point estimates, with the translucent bars spanning the
90 % Newey–West HAC confidence interval (Bartlett kernel, h − 1 lags). Triangles and diamonds mark
the point estimates re-estimated under lin-lin loss at α̂lin (quantile regression) and quad-quad loss at
α̂quad (iterated weighted least squares), at the cell-specific asymmetry estimates of Table E.4. Dotted
horizontal references mark β = 0 (no marginal contribution) and β = 1 (rational predictor alone in the
Mincer–Zarnowitz sense).

Figure 3 reports the estimated combination weights, by target and horizon, and they
match the MSE scorecard of Section 3.1 cell for cell. On inflation the conditional projective
weight settles on the input-based forecast: at the one-quarter horizon the two forecasts
enter with comparable weight, and at h = 2–3 β̂Chr

h is positive with a 90 % band excluding
zero while β̂NB

h is statistically indistinguishable from zero (at the longest horizon both are
imprecisely estimated). On the policy rate and the output gap the picture inverts, and
β̂NB

h sits around unity and β̂Chr
h near zero or below.

A natural concern with this analysis is that the small combination weight on the
institutional path reflects asymmetry in the underlying loss function rather than a genuine
departure from MSE-optimal summarisation under symmetric loss: a forecast that is
optimal under, for example, a loss specification that penalises overpredicting inflation
more heavily than underpredicting it can appear biased and dominated when evaluated
under symmetric squared error (Christoffersen and Diebold, 1997; Elliott et al., 2005,
2008; Capistrán, 2008). We address this directly.

For each target–horizon pair we estimate, by GMM, the asymmetry parameter α that
rationalises the institutional path under the lin-lin and quad-quad flex-loss families of El-
liott et al. (2005) (hereafter EKT), together with the over-identification J-statistic that
tests forecast optimality of the path under any α in the family; Table E.4 (Appendix E)
reports the estimates, the origin-dated instruments, and the tests. The estimated asym-
metries depart from symmetric loss most clearly at short horizons on the two institutional
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variables; on inflation the point estimates sit below one half throughout—the rational-
ising path errs on the low side, which is what the persistent underprediction through
the post-2021 surge looks like ex post—and the J-statistic does not reject for the policy
rate or for inflation, rejecting only marginally for the output gap. A fixed asymmetric
loss can therefore rationalise the published rate and inflation paths, and the operative
question becomes whether the regression-form reading survives under the rationalising
losses. It does: the triangle and diamond markers in Figure 3 re-estimate the combina-
tion weights under lin-lin loss at α̂lin (quantile regression) and quad-quad loss at α̂quad

(iterated weighted least squares), and in nearly every cell they sit inside or close to the
HAC bands of the quadratic baseline, with some lin-lin departures on the longer-horizon
inflation cells. The encompassing and forecast-combination evidence thus tells the same
story as the Mincer–Zarnowitz benchmark of Table 1, irrespective of the loss function.7

3.3 Model-based conditioning: the VAR contrast

In terms of models for conditional forecasting, the natural comparator is a recursively
estimated VAR in the spirit of Doan et al. (1984), Waggoner and Zha (1999), Bańbura
et al. (2015), and Chan et al. (2025), taken as a representative of the broader class of
structural model-based alternatives.

With yt ∈ Rn the empirical panel, we specify the reduced-form VAR of order p, under
the asymmetric conjugate prior of Chan (2022). Conditional forecasting partitions the
horizon as Yt+1:t+h = (yt+1:t+h, ft+1:t+h), with f collecting the variables on which a path is
imposed. Stacking Y vec

t+1:t+h ∈ Rnh, we follow Chan et al. (2025) and write the conditioning
restriction in its general distributional form,

R Y vec
t+1:t+h ∼ N (r, Ω), (5)

where the full-row-rank matrix R and vector r encode the imposed path ft+1:t+h and Ω
is a covariance matrix on the restriction. We work with the hard-conditioning case Ω = 0
throughout, in which (5) collapses to the exact equality R Y vec

t+1:t+h = r of Waggoner and
Zha (1999) and Bańbura et al. (2015); with Ω � 0 the path would instead enter as a
noisy observation of the future (Andersson et al., 2010). The hard case is the baseline in
the references cited, and it makes the contrast with the input-based map cleanest: the
path is an exact constraint on one side and one input among others on the other. The
conditional forecast is the posterior predictive distribution of the unconstrained block
under (5), sampled with the precision-based sampler of Chan and Jeliazkov (2009) as
adapted in Chan et al. (2025).

7Figure E.2 (Appendix E) reproduces the combination weights using the synthetic-only Multi forecast in
place of ŷChr

t+h|t, and the main findings carry through.
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To match Chronos-2 rung-for-rung, we estimate three VAR variants on the same eight-
variable Norwegian panel that the Chronos-2 Multi + exog specification receives, plus a
cross-country variant on a stacked Norwegian–Swedish panel, each matched to the con-
ditioning information of its Chronos-2 counterpart as closely as the restriction paradigm
permits—the five exogenous series sit in the VAR information set at every within-country
rung, so the match is on the imposed future paths. The unconditional VAR uses no im-
posed path and so pairs with Uni at the bottom of the input ladder. The rate-only condi-
tional VAR imposes the institutional policy-rate path alone and pairs with Multi rate-only.
The standard conditional VAR imposes the institutional paths as hard restrictions—three
experiments per origin, each leaving one target unconstrained with the other two paths
imposed—and pairs with Multi. Finally, a cross-country conditional VAR stacks the Nor-
wegian and Swedish panels into a six-target system with the exogenous block dropped,
imposes the Norges Bank rate path and all three Riksbank paths as conditioning infor-
mation, and predicts Norwegian inflation and the output gap as the unconstrained block;
this specification pairs with the Riksbank-augmented multivariate rung at the top of the
ladder. In each comparison the VAR is estimated recursively at each forecast origin on
the appropriate panel, and the relative MSE is computed cell by cell.

Figure E.3 (Appendix E) reports the resulting rung-matched scorecard. On the policy-
rate and inflation targets the foundation model attains a lower MSE than its corresponding
conditional VAR at every matched rung and in every horizon cell, often by a wide margin.
The real-time output gap splits by rung: the within-country pairings favour the condi-
tioned VARs, while the cross-country pair—the most informative of the four, and the
one whose Swedish gap block is estimated on the same real-time vintages the foundation
model reads—still favours the foundation model in every cell, on the output gap as on
inflation. Figure E.4 (Appendix E) shows that this result is preserved when using the
synthetic-weights-only mirror.

While the traditional model-based paradigm offers additional interpretability via, e.g.,
structural shock decompositions, the performance lift offered by the input-based paradigm
relative to the conditional VAR is a notable result.8 Both paradigms see the same path;
the gap is in what their predictive mappings do with it. The next section introduces what
we label the credibility gap and asks where the accuracy gain concentrates and which
observable state variables predict it.

8Though one that is necessarily specification-dependent—alternative VAR specifications could narrow the
gap and a richer exogenous input set could widen it, and neither paradigm has been optimised here at
the margin; the contribution we are after is methodological.
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4 Anatomy of the input-based map

The Chronos-2 Multi predictive map does not see information or covariates the institution
itself could not use, yet on inflation it consistently delivers predictions with lower average
error. Several channels could account for this. The richer pretrained prior carried by gθ?

may have absorbed patterns and nonlinearities a short macro sample cannot support, e.g.,
a volatility-in-mean channel, in which the conditional mean responds to the conditional
variance of the inputs (Chan, 2017; Mumtaz and Theodoridis, 2018; Adrian et al., 2019),
where an institution operating under certainty equivalence would not.9 On the institu-
tional side, information rigidity in forecast formation and a rate-smoothing preference
propagating into the other targets by internal consistency are equally plausible (Mankiw
and Reis, 2002; Coibion and Gorodnichenko, 2015; Bordalo et al., 2020). Both leave
footprints in the paired forecast–outcome history the map reads.

The channels share one testable signature: each predicts that recent institutional
accuracy should move the Chronos–institution disagreement, the input map’s predictive
uncertainty, and ultimately the realised accuracy differential. Section 4.1 tests this shared
prediction through a common set of MSE regressions built around what we label the
credibility gap. Section 4.2 replicates the analysis on the Riksbank and RBNZ panels and
reconciles the cross-country contrast.

4.1 The credibility gap and MSE regressions

Working throughout with the Multi input and focusing on the inflation target define at
each origin t and horizon h ∈ H = {1, 2, 3, 4} three per-origin objects: the credibility gap

δChr
π,h (t) = q̂ Chr

0.5, π,h(t) − ŷ NB
π,h|t (6)

as the signed difference between Chronos-2’s predictive median and the Norges Bank
inflation path; the predictive standard deviation

σChr
π,h (t) =

q̂ Chr
0.9, π,h(t) − q̂ Chr

0.1, π,h(t)
2 · 1.2816 (7)

read off Chronos-2’s 10th–90th percentile interval under a normal calibration (the de-
nominator is twice the standard-normal quantile at the 90th percentile); and the realised
gain

gChr
π,h (t) =

(
e NB

π,h (t)
)2

−
(
e Chr

π,h (t)
)2

, (8)

9A variance-only counterfactual at two focal origins (Appendix D) isolates the channel inside the map:
scaling only the variance of the realised twelve-quarter target history moves Chronos-2’s predictive median
monotonically at both origins, with much larger dispersion responses at the high-uncertainty 2022 Q3
origin than at the calm 2017 Q2 one.
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Figure 4. Credibility gap for inflation under the Multi input. Top: cross-horizon mean δ̄Chr
π (t) in

percentage points, with the per-origin predictive standard deviation σ̄Chr
π (t) on the right axis. Bottom:

per-origin squared-error advantage (eNB)2 − (eChr)2, coloured where Multi is more accurate than Norges
Bank and grey otherwise. The two panels share a time axis.

where e m
π,h(t) = yπ,t+h − ŷ m

π,h|t for m ∈ {NB, Chr}, is the ex-post squared-error advantage
of Multi over the published path. For simplicity we work below with the cross-horizon
means of these objects, i.e., δ̄ Chr

π (t) = (1/4)∑h∈H δChr
π,h (t), σ̄Chr

π (t) = (1/4)∑h σChr
π,h (t), and

gChr
π (t) = (1/4)∑h gChr

π,h (t).
The credibility gap, δ̄Chr

π (t), is a practical real-time metric: at the moment each Mon-
etary Policy Report is published it tells the user in which direction the data-consistent
benchmark sees the realised inflation outcome relative to the institutional view. Figure 4
plots it together with the predictive uncertainty σ̄Chr

π (t) on the right axis of the top panel,
and with the per-origin realised gain gChr

π (t) in the bottom panel. In the graph δ̄Chr
π (t)

fluctuates around zero in a band of roughly ±1 percentage point through most of the
sample, with the largest swings around the European debt crisis and the post-pandemic
inflation episode. The right-axis predictive standard deviation σ̄Chr

π (t) is highest in the
early-sample warm-up window, then falls before increasing again following COVID-19,
while the bottom-panel realised gain is concentrated in the post-pandemic inflation pe-
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riod.
To explain these fluctuations and give empirical content to the channels alluded to

above, we use rolling MSEs as a measure of elevated input volatility that also tracks recent
institutional misses, and perform regressions of the form

Dπ,k(t) = απ,k + βπ,k,R MSE NB
R,4(t) + βπ,k,π MSE NB

π,4 (t) + βπ,k,y MSE NB
y,4 (t) + uπ,k,t, (9)

where Dπ,k(t), k ∈ {A, B, C, D}, denote four regression dependents: Dπ,A(t) = (δChr
π )2(t),

Dπ,B(t) = σ̄Chr
π (t), Dπ,C(t) = gChr

π (t), and an alignment term Dπ,D(t) = δChr
π eNB

π (t), whose
role the accounting identity below makes precise. MSE NB

j,W (t) = (1/W )∑q∈QW (t)(yj,q+1 −
ŷ NB

j,1|q)2 for j ∈ {R, π, y} and QW (t) the W = 4 most recent origins q < t for which the
realisation at q + 1 is observed. The three past-MSE regressors are standardised (zero
mean, unit variance over the estimation sample), making their coefficients comparable
across the very differently-scaled MSEs; each regression is fitted by OLS with Newey–West
HAC standard errors (3 lags). We estimate each k ∈ {A, B, C, D} in two specifications:
column (1) restricts βπ,k,R = βπ,k,y = 0 and regresses on the own-target inflation MSE
alone; column (2) uses the full triple of past MSEs. Table 2 reports the eight regressions
for Norwegian inflation.10

Panels A and B in Table 2 document that past Norges Bank inflation MSE loads posi-
tively and significantly on both the squared credibility gap (Panel A) and the input-based
map’s predictive standard deviation on inflation (Panel B), in both columns: windows
in which Norges Bank’s recent inflation forecasts have been less accurate are windows in
which Chronos-2 both disagrees more with the published inflation path in magnitude and
assigns it wider predictive uncertainty. Past institutional accuracy is thus a state variable
pulling the gap and the forecast uncertainty in the same direction—a prediction consis-
tent with all three channels discussed above.11 Panel C extends the co-movement to the
realised inflation gain: the same state variable loads positively on gChr

π (t) in column (1),
so the disagreement converts into a payoff at exactly the origins where the state variable
most strongly predicts it.

In column (2) the cross-target rows also enter Panels A and B significantly—past rate
MSE positively and past output-gap MSE negatively—but the own-target past inflation
MSE remains positive and significant throughout, so it is not displaced as the state
variable.

10In unreported results we confirm that the qualitative findings do not depend on the look-back window:
sweeping W ∈ {1, . . . , 8} preserves the sign and (near-)significance pattern of the coefficients reported
below for Equation (9) and, further below, for the institutional-learning regression in Equation (10).

11The empirical link between uncertainty and forecast-error dispersion is also well documented: see Bloom
(2009), Jurado et al. (2015), and Baker et al. (2016) on aggregate macroeconomic and policy uncertainty
around exactly these episodes, and Lahiri and Sheng (2010), Rossi and Sekhposyan (2015), and Patton and
Timmermann (2007) on the connection between uncertainty, disagreement, and forecast-error dispersion.
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Table 2. Joint evidence on the credibility gap, predictive uncertainty, realised accuracy gain, and
gap–error alignment for the inflation target. The four panels run side by side; each panel regresses
one per-origin variable on rolling 4-quarter past Norges Bank one-step-ahead MSEs, each standardised
to zero mean and unit variance over the estimation sample. Panel A: cross-horizon mean squared gap
(δChr

π )2(t). Panel B: cross-horizon mean predictive standard deviation σ̄Chr
π (t). Panel C: per-origin cross-

horizon realised squared-error advantage (eNB
π )2 − (eChr

π )2(t). Panel D: cross-horizon mean alignment
term δChr

π eNB
π (t), the cross term in the exact decomposition (eNB)2 − (eChr)2 = 2 δChreNB − (δChr)2;

with the same regressors in every panel, each Panel C coefficient equals twice its Panel D counterpart
minus its Panel A counterpart, so Panel D isolates the directional content of the gap. Within each panel,
column (1) uses only the own-target past MSE (MSE NB

π,4 (t)) as regressor; column (2) uses the full triple of
past MSEs across rate, inflation, and output gap. Coefficients with Newey–West HAC (3-lag) standard
errors in parentheses. Stars * p < 0.10, ** p < 0.05, *** p < 0.01 for the two-sided test of β = 0.

Panel A: (δChr
π )2 Panel B: σ̄Chr

π Panel C: gChr
π Panel D: δChr

π eNB
π

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE NB
R,4(t) +0.300∗∗∗ +0.116∗∗∗ -0.450∗∗ -0.075

(0.071) (0.041) (0.176) (0.109)
MSE NB

π,4 (t) +0.177∗∗∗ +0.218∗∗∗ +0.098∗∗∗ +0.114∗∗∗ +0.324∗∗ +0.262∗∗ +0.250∗∗∗ +0.240∗∗∗

(0.033) (0.038) (0.024) (0.029) (0.149) (0.133) (0.081) (0.081)
MSE NB

y,4 (t) -0.311∗∗∗ -0.114∗∗∗ +0.460∗∗ +0.074
(0.070) (0.036) (0.179) (0.110)

Constant +0.272∗∗∗ +0.272∗∗∗ +0.600∗∗∗ +0.600∗∗∗ +0.105 +0.105 +0.189∗∗∗ +0.189∗∗∗

(0.043) (0.028) (0.054) (0.053) (0.112) (0.098) (0.051) (0.050)

N 61 61 61 61 61 61 61 61
R2 0.256 0.402 0.137 0.172 0.150 0.206 0.265 0.269

The four panels are tied together by an accounting identity. Because eChr
π,h = eNB

π,h−δChr
π,h ,

the per-cell gain is gChr
π,h = 2 δChr

π,h eNB
π,h − (δChr

π,h )2, so each Panel C coefficient equals twice its
Panel D counterpart minus its Panel A counterpart: a wider gap pays off only when it
is aligned with the institution’s subsequent error. On the own-target row that alignment
loading is positive—about 0.25 in both columns, significant at the 1% level—so when
Norges Bank’s recent inflation record is poor, the map’s disagreement not only widens
but points towards the Bank’s next miss. The cross-target rows carry no such directional
content: their Panel D loadings are below 0.1 in magnitude and insignificant, and their
Panel C loadings (−0.45 on past rate MSE, +0.46 on past output-gap MSE) mirror their
Panel A counterparts (+0.30 and −0.31), so they record how the size of the gap responds
to cross-target institutional accuracy rather than an independent directional signal. The
same exercise on the rate and output-gap targets is statistically flat in Panels A and C
(Tables E.5 and E.6, Appendix E). The directional content of the credibility gap thus sits
on the institution’s own past inflation record; the cross-target triple still sharpens the fit
(the Panel C R2 rises from 0.15 to 0.21), but it operates through the width of the gap
rather than through its direction—state dependence that is nevertheless inaccessible to a
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univariate adjuster reading only the institution’s past inflation record.

4.2 Cross-country evidence

The forecasting scorecard along the Chronos-2 input ladder shows that the input-based
map’s inflation performance reproduces the Norwegian dominance also in New Zealand
(Figure E.9, Appendix E). On New Zealand the Multi rung cuts inflation MSE by about
19% against the RBNZ. For the two other targets the map does not improve upon the
institutional paths, and for Sweden no rung beats the Riksbank on the pooled compar-
ison the way every multivariate rung beats Norges Bank on inflation (Figure E.5). The
Granger–Ramanathan diagnostic sharpens the same split: on New Zealand the conditional
weight settles on the input-based inflation forecast, as on Norway (Figure E.10), while on
Sweden neither forecast retains a stable inflation weight (Figure E.6). The rung-matched
Chronos-vs-VAR scorecards (Figures E.7 and E.11) reproduce the Chronos lead over the
matched VAR on the rate and inflation targets at every rung. On the output gap the
results are more mixed, and the input-based map delivers more accurate predictions only
in some cells and for some specifications. The Mincer–Zarnowitz regression benchmark
of Section 3.2 also replicates (Tables E.7 and E.12): on inflation the linear recalibration
trails the Multi forecast on both panels and improves on neither institution, while on the
real-activity target it again stays close to the published paths and beats the map nearly
everywhere. The inflation signal, where it exists, thus requires the pretrained nonlinear
map on these panels too.

The credibility-gap experiments of Section 4.1 sharpen the contrast between the two
replications in a way the level scorecard cannot (Figures E.8 and E.12 report the Riksbank
and RBNZ counterparts of Figure 4). On Sweden the squared credibility gap is in fact
more predictable from past Riksbank MSEs than the Norwegian counterpart is from
past Norges Bank MSEs (own-target slope 0.93, R2 = 0.54, in Panel A of Table E.9,
Appendix E), yet the realised-advantage regression in Panel C returns the own-target
slope with the opposite sign and nearly the same magnitude (−0.94). Consistent with the
accounting identity of Section 4.1, Panel D puts the alignment loading at zero (−0.01,
with an R2 of zero in the own-target column): on Sweden the gap widens exactly when the
Riksbank has recently been inaccurate, but the widening carries no directional information
about the Riksbank’s subsequent miss, so it converts close to one-for-one into a realised
accuracy loss. New Zealand patterns with Norway instead (Table E.14). The inflation
credibility gap is predictable, and the realised inflation advantage loads positively and
significantly on the same state variable with a Panel D alignment loading of about 0.7,
significant at the 1% level and the strongest of the three country panels—matching the
genuine inflation payoff its scorecard records. On both replications the rate and output-
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gap columns carry no realised payoff, as on the Norwegian side (Tables E.10, E.11, E.15,
and E.16).

One natural reading of the failed Swedish payoff is that the institutional path itself
already absorbs the past-MSE signal that the input-based map would otherwise exploit by
deviating from the path. If the institution learns from its own recent misses aggressively
enough, the residual past-MSE signal an external predictor can extract from deviation is
mechanically smaller. We gauge this with a per-target regression of the current squared
1-step institutional forecast error on the same three rolling past-MSE regressors used in
the gap and payoff regressions,

(
e inst

i,1|t

)2
= αi + γi,R MSE inst

R,4 (t) + γi,π MSE inst
π,4 (t) + γi,y MSE inst

y,4 (t) + vi,t, (10)

fitted by OLS on each country’s vintage panel in turn, over each panel’s evaluation sample.
The diagonal own-target slope γi,i measures how strongly the institution’s current miss
inherits the magnitude of its recent misses on the same target: γi,i = 1 says the current
squared miss carries the full level of the recent record, γi,i = 0 that past misses do not
predict the current miss, and γi,i < 0 overcorrection. The slope is not a pure behavioural
parameter—squared errors inherit part of their recent level under volatility clustering in
the target process even for a fully efficient forecaster—so we do not read its level as a
rigidity estimate.

Table 3 reports the inflation regression for all three institutions side by side—the own-
target inflation diagonal carries † when H0 : γi,i = 1 is rejected at 5%. The cross-country
reading sits squarely on the inflation diagonal, and it is one of degree. All three institutions
inherit part of the magnitude of their recent inflation misses—each diagonal is well below
one and well above zero, with H0 : γi,i = 1 rejected throughout—but they are ordered:
Norges Bank retains the most (γ̂π,π ≈ 0.66), the RBNZ the second most (≈ 0.48), and
the Riksbank the least (≈ 0.27). The same ordering applies to the regression fit, where
the close to zero explanatory power for the Swedish case underscores the credibility gap
results.12

The rate and output-gap regressions (Tables E.2 and E.3) carry no learning signal that
converts into a realised gain in any of the three countries: the rate diagonal is statistically

12Replacing the squared one-step error in Equation (10) by the institution’s squared errors averaged across
the target’s full horizon set—the cell set of the credibility regressions, with the three one-step past-
MSE regressors unchanged—preserves the Swedish end of the contrast but not the finer ordering. The
Riksbank’s inflation diagonal remains the smallest (0.32; the only one for which γi,i = 1 is still rejected)
with the weakest fit (R2 = 0.13), whereas the RBNZ diagonal rises to 1.77 (significant at 1%, R2 = 0.72)
and the Norges Bank diagonal (0.85) is imprecisely estimated. Because multi-horizon squared errors are
larger than the one-step errors the regressors average, unity is no longer the full-persistence benchmark
in this variant. Full tables are available on request.
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Table 3. Institutional-learning regression (Equation (10)), inflation target: the current squared 1-step
institutional inflation forecast error regressed on the same institution’s three rolling 4-quarter past one-
step-ahead MSEs (raw, unstandardised). Columns are the three institutions — Norges Bank (Norway),
the Riksbank (Sweden), and the RBNZ (New Zealand). Coefficients with Newey–West HAC (3-lag)
standard errors in parentheses. Stars * p < 0.10, ** p < 0.05, *** p < 0.01 for the two-sided test of
γ = 0; † on the own-target diagonal (the MSE inst

π,4 row) flags rejection of H0 : γ = 1 at 5% (evidence
against full persistence). A slope near unity records full persistence of the recent squared-error level; near
zero, that past misses do not predict the current miss; negative, overcorrection. The rate and output-gap
targets are in Appendix E (Tables E.2 and E.3).

Norway Sweden New Zealand
Regressor (Norges Bank) (Riksbank) (RBNZ)

MSE inst
R,4 (t) -4.662 -19.508 -0.105

(4.295) (17.200) (0.079)
MSE inst

π,4 (t) +0.663∗∗∗† +0.265∗∗∗† +0.480∗∗∗†

(0.106) (0.092) (0.093)
MSE inst

y,4 (t) +0.180 +0.009 +0.024∗

(0.127) (0.014) (0.013)
Constant +0.077 +0.489 +0.080∗

(0.054) (0.353) (0.049)

N 61 57 101
R2 0.355 0.033 0.292

indistinguishable from zero throughout (R2 near zero), and the output-gap diagonal sits
near 0.5 in all three panels but with modest explanatory power.

5 Conclusion

This paper has reframed conditional macroeconomic forecasting as an input problem
rather than a constraint problem: a fixed, pre-trained multivariate mapping reads an
institution’s historical predictions and announced future paths alongside target histories,
instead of imposing the path as a model-consistent restriction inside a locally estimated
system. With the prediction record among its inputs, the mapping nests the Mincer–
Zarnowitz and Granger–Ramanathan regressions as its parametric-linear special case,
and extends the question they ask—is the published path an optimal summary of the
information used to form it?—to nonlinear mappings, multivariate conditioning, and the
short samples that characterise macroeconomic applications.

Applied with the Chronos-2 foundation model (Ansari et al., 2025) to the published
paths of Norges Bank, the Riksbank, and the RBNZ in a fully real-time design, the answer
is target- and institution-specific. On inflation, the one target measured independently
of the institution, the map reading just the published path triple and target histories
lowers mean squared error against Norges Bank at every horizon, the nested combination
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regression puts the conditional weight on the map rather than the path, and the reading
survives both the asymmetric-loss specifications of Elliott et al. (2005) that best rationalise
the path and synthetic-only pretraining weights that rule out leakage. On the policy rate
and the output gap—the institution’s own instrument and construct—the published path
dominates. Against a hard-conditioned VAR matched on the same future paths, the map
wins on the rate and inflation targets at every rung on all three country panels, with
equal-accuracy tests rejecting in most of these cells.

The inflation result replicates on New Zealand but not on Sweden, and the anatomy
of the map explains why. Where the institution retains part of the predictable compo-
nent of its own misses (Norges Bank, the RBNZ), the map’s disagreement with the path
widens exactly when the recent institutional record deteriorates, points towards the in-
stitution’s next miss, and converts into realised gains; where the institution absorbs its
misses aggressively (the Riksbank), the disagreement carries no direction and deviation
from the path is pure cost. Forecast efficiency of published paths is thus not a property of
institutions in general, but of how much of their own error record they leave unexploited.

Treating conditioning paths as inputs rather than constraints replaces a model consis-
tency problem with a prediction problem. Foundation models are already being applied
to macroeconomic forecasting. What is new here is the mapping: the producer’s histor-
ical predictions enter alongside the announced path, so the past accuracy of such paths
is blended into the conditioning information rather than reserved for ex-post evaluation.
This framing might be useful also in other settings where economists condition on fu-
tures, e.g., scenario analysis, stress testing, policy simulation, and where those futures
come from a source with a prediction record.
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Appendices for online publication

Appendix A Chronos-2 implementation details

This appendix records the implementation details of Chronos-2 summarised in Section 2.2;
see Ansari et al. (2025) for the full description. The architecture is an encoder-only
transformer that closely follows the design of the T5 encoder (Raffel et al., 2020). Training
proceeds in two stages: pretraining at context length 2,048 followed by long-context post-
training at 8,192.

Input construction. The model operates on two inputs derived from the targets y1:T

and the covariates x1:T +H : the historical block V = [v1, . . . , vT ], where each vt ∈ RD+M

stacks the D targets and M covariates observed at time t, and the future block W =
[wT +1, . . . , wT +H ], where each wt ∈ RD+M holds the future values of those covariates
whose paths are known and is masked elsewhere.13

Robust scaling. Each dimension is normalised by the historical mean µd and stan-
dard deviation σd computed on the in-context window, and then passed through an inverse
hyperbolic sine transform that compresses outliers (Ansari et al., 2025):

ṽt,d = sinh−1
(

vt,d − µd

σd

)
, w̃t,d = sinh−1

(
wt,d − µd

σd

)
. (11)

Missing values are excluded when computing (µd, σd). The normalised blocks are con-
catenated into U = [Ṽ , W̃ ] ∈ R(T +H)×(D+M).

Meta features and patching. Each dimension ud = [u1,d, . . . , uT +H,d]> is aug-
mented with two meta features: a relative time index j = [−T/C, . . . , 0, . . . , (H − 1)/C],
with C the maximum context length supported by the model, and a binary observation
mask md that flags observed entries and identifies which dimensions correspond to known-
future covariates. The triple (ud, j, md) is split into non-overlapping patches of length P ,
and the p-th patch is mapped to the model’s hidden dimension by a residual feed-forward
network f in

ϕ :
hp = f in

ϕ

(
[ūp, j̄p, m̄p]

)
.

A special REG token separates the context patches (t ≤ T ) from the future patches
(T < t ≤ T + H).14

13In the transformer literature, masking flags entries that are not informative inputs—here, future target
values and future covariate values whose paths are not supplied. Masked positions contribute no content
to the attention computations and are excluded from the training loss; the binary observation mask md

defined below carries this signal explicitly through the network.
14A patch is a contiguous block of P consecutive time steps that the model treats as a single input token to

its attention layers, analogous to a subword token in a language model or to an image patch in a Vision
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Attention details. Without the log M term, Equation (3) reduces to the standard
scaled dot-product attention of Vaswani et al. (2017), with Qp, Kp ∈ RB×dk and Vp ∈
RB×dv . The same query/key/value construction governs time attention as well, with
compatibilities computed along the patch axis (independently per dimension) instead of
along the batch axis, and with no additive mask; because aggregation operates on the
batch axis rather than by concatenating series along the sequence axis, the cost of group
attention is linear in the number of series in a group.

Quantile head. The head is residual and inverts the patching step—mapping each
future patch embedding back to its P underlying time steps so that emissions live on
the original observation grid—emitting |Q| = 21 quantiles per (horizon, target) cell as
a tensor Ẑ ∈ RH×D×|Q|. The quantile-regression (pinball) loss is summed over q ∈ Q
and the forecast horizon and computed only on target dimensions; covariate dimensions
carry gradient through attention but not through the loss. At inference, the quantile
outputs ẑq

t,d are de-normalised by the inverse of Equation (11), ŷq
t,d = µd + σd sinh(ẑq

t,d).
With H = 4 and P = 16 in our application, the entire conditioning path falls inside a
single future patch, so unpatching expands one patch embedding into the four predicted
quarters rather than stitching together a sequence of patch-level outputs.

Appendix B Constructing attention figures

This appendix reports the two attention figures referenced from Section 2.2—Figures B.1
and B.2—and records the implementation choices behind them. The two figures read
different slices of the same attention tensor of the Chronos-2 group attention mechanism
in (3), computed at the Multi forecast origin of interest, and the choices described below
affect only the displayed slice, not the model forecasts.

Layer selection and patch averaging in Figure B.1. The heatmaps in Figure B.1
report three layer slices side by side: an early layer (layer 1), a late layer (layer 12), and the
across-layer average. The within-series temporal heatmap in the left column preserves the
patch axis explicitly, so each cell reports the attention weight that a query patch position
places on a key patch position; rows and columns are therefore indexed by time-within-
window. The cross-series heatmap in the right column averages the attention weights over
patch positions (and over heads and batches), so each cell summarises a query slot’s mean
attention on a key slot across the full in-context-plus-forecast window. We display three
layer slices because individual layers carry sharper and more heterogeneous patterns than

Transformer. Patching reduces the effective sequence length seen by attention by a factor of P and lets a
small feed-forward encoder absorb short-range temporal structure before any cross-position mixing takes
place.
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any single layer summary; the across-layer average is the smoothest of the three and the
layer-1/layer-12 panels show robustness.

A property of the within-series temporal heatmaps that is useful to flag is a position-
relative attention sink: the heaviest column lies roughly seven quarters before the forecast
origin (near 2018 Q3 at the 2020 Q2 origin shown in Figure B.1). Recomputed at other
origins, the sink tracks the same relative position in the in-context window rather than
a fixed calendar date, which is consistent with the patching grid and the past–future
REG-token boundary of the Chronos-2 architecture. We therefore read the heavy column
as a property of the architecture rather than as evidence that the model identifies the
pre-COVID observations as substantively informative.
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Figure B.1. Attention weights in Chronos-2 (Multi) at the COVID-19 shock (2020 Q2) origin. The left
heatmap shows within-series temporal attention (query patch position on key patch position) and the
right heatmap shows cross-series attention (query series slot on key series slot), each reported for an early
layer (layer 1), a late layer (layer 12), and the across-layer average. “Rate”, “CPI”, and “Output-gap”
denote the target histories; “Rate path”, “CPI path”, and “Output-gap path” denote the institutional
paths. Darker shading indicates larger weight. Aggregation conventions are described in the text of this
appendix.

Late-layer cross-series weights in Figure B.2. The full-sample time series uses
the last GroupSelfAttention block: its output feeds most directly into the prediction head,
so its weights describe the cross-series mixing that actually contributes to the forecast at
each origin. Within that block we average only over the forecast-window patches; with
H = 4 and P = 16 this is effectively the single forecast patch. We do not claim that
late-layer features are more “refined” than early-layer features. Figure B.1 shows the early-
layer, late-layer, and across-layer-average heatmaps side by side, and the qualitative rout-
ing story—target-dependent leading slot, state-dependent weights—is not load-bearing
on the late-layer choice. The displayed values are read directly as attention weights, so
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they are non-negative and bounded; for any given target row the three displayed series do
not sum to one, because the full row also distributes weight over the target-history key
slots that are omitted from the figure.
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Figure B.2. Time series of late-layer cross-series attention weights placed on the three conditioning-
path slots, by quarterly forecast origin from 2008 through 2025 (Chronos-2 Multi). Rows correspond to
the three target slots (policy rate, inflation, output gap); within each panel the three series report the
attention weight that the target row places on the rate-path, inflation-path, and output-gap-path slots.
Weights are non-negative and bounded; the displayed series do not sum to one because the full row also
distributes weight over the target-history slots, which are omitted. Extraction details (layer and patch
selection) are in Appendix B.

Appendix C Data

The Brent crude oil price is averaged from daily to monthly and then deflated by US
headline CPI, giving a monthly real-oil-price series that both paradigms consume directly.
Euro Area consumer sentiment is a native monthly index and enters in raw levels. The
European EPU index carries a pronounced low-frequency trend over the sample. For
the conditional VAR we remove this trend by an ordinary-least-squares fit of a linear
time trend on the full monthly series and pass the residual (averaged within quarter) to
the VAR data matrix; the transformation is applied purely for numerical stability of the
VAR estimation. Chronos-2, in contrast, receives the EPU index in raw level form at
the conditioning month, with no detrending applied—the in-context robust scaler (11)
absorbs the level shift directly. The exchange rate is averaged from daily to monthly,
transformed into a four-quarter (twelve-month) log change in percent on the monthly
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series, and then aggregated to the quarter for the VAR. For Norway the FX channel is
NOK/USD, for Sweden SEK/USD, and for New Zealand NZD/USD. The US 3-month
Treasury-bill rate (secondary-market rate) is a native monthly series in percent and enters
in levels.

Appendix D Volatility simulations

This appendix collects the construction details for the volatility counterfactuals referenced
from Section 4.1 and reports both focal-origin figures: the high-uncertainty 2022 Q3 origin
(Figure D.1) and its 2017 Q2 calm-regime counterpart (Figure D.2). Both probes are run
with Chronos-2 Multi using the same input data as in the rest of the paper, and the
conditioning path triple is held fixed throughout.

Perturbation. For each target the last twelve quarters of realised history fed to
Chronos-2 are perturbed by a mean- and trend-preserving variance scaling. Letting y1:W

denote the window values, an OLS linear trend α̂ + β̂k is fitted in window-relative time
k = 0, . . . , W − 1, residuals ek = yk − α̂ − β̂k are recovered, and the perturbed window is

yγ
k = α̂ + β̂k + γ ek, γ ∈ {1/4, 1/2, 1, 2, 4}.

By construction the window mean and the OLS trend slope/intercept are preserved exactly
and the residual variance is scaled by γ2. Only the target-history block changes; the
conditioning path triple, the exogenous covariate block, and all other inputs are held
fixed across γ.

Placebo. For each focal origin and target we draw 20 residual permutations eπ(k)

and form yπ
k = α̂ + β̂k + eπ(k), which keeps the same window mean, OLS trend and

residual variance but breaks the residual ordering. The placebo band shown in each cell
is the [P10, P90] envelope of the resulting median (or sigma) shifts, pooled across horizons
and permutations and re-centred on the per-panel empirical mean across permutations.
The re-centring removes an endpoint asymmetry the raw permutation placebo carries
in proportion to Chronos-2’s autoregressive pass-through: a large endpoint residual is, in
expectation, attenuated by random permutation, which drags the uncentred band off zero
even when the window mean is preserved exactly.

Predictive-standard-deviation conversion. The predictive standard deviation
is read off the 80% predictive band as σ̂Chr = (q̂Chr

0.9 − q̂Chr
0.1 )/(2 · 1.2816), the Gaussian

conversion of the 10th–90th decile spread, matching the sigma convention used throughout
Section 4.1.

Interpretation. A median or sigma response that moves systematically with γ out-
side the re-centred placebo band is evidence that conditioning second moments enter
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the corresponding moment of the predictive distribution. The exercise probes the fixed
predictive map and is descriptive rather than a causal decomposition.

Figure D.1 reports the high-uncertainty 2022 Q3 counterfactual; Figure D.2 the 2017 Q2
calm-regime counterpart. At both origins the median responses move monotonically in
γ and, for most targets, beyond the re-centred placebo band, so conditioning second
moments enter the first moment of the predictive distribution—the volatility-in-mean
channel—at calm and turbulent origins alike. The state dependence shows most cleanly
in the second moment: the predictive-standard-deviation responses at the 2022 Q3 origin
are several times those at the 2017 Q2 origin on every target (note the axis scales), and
on the policy rate the median response is an order of magnitude larger as well.
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Figure D.1. Volatility counterfactual at the 2022 Q3 high-uncertainty focal origin (Multi). Rows are the
three targets. Left column: shift in Chronos-2’s predictive median ∆qChr

0.5 (γ) relative to the unperturbed
input (γ = 1) at each forecast horizon h, against the input-volatility scaling factor γ on a log-2 axis. Right
column: the corresponding shift in Chronos-2’s predictive standard deviation ∆σ̂Chr

t+h|t(γ). Shaded grey
bands are the re-centred residual-permutation placebo ([P10, P90] across 20 permutations). Perturbation
construction, placebo, and sigma conversion are documented in the body of this appendix.
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Figure D.2. Volatility counterfactual at the 2017 Q2 calm-regime focal origin (Multi). Layout, pertur-
bation construction, and placebo band mirror Figure D.1.
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Appendix E Additional results

Table E.1. Data series used in the empirical exercise, by country panel. Targets are the three variables
Chronos-2 forecasts; the institutional paths (Norges Bank for Norway, Riksbank for Sweden, RBNZ for
New Zealand) supply the institutional forecasts at h = 1, . . . , 4, used both as conditioning inputs and as
the benchmark. New Zealand’s interest target is the 90-day market rate and, as the RBNZ publishes no
output-gap track, its real-activity target is a derived eight-quarter GDP-growth proxy. The exogenous
covariates are shared across paradigms and enter as past-only inputs; only the bilateral exchange rate
differs by panel (NOK/USD for Norway, SEK/USD for Sweden, NZD/USD for New Zealand). Source-
level transformations are shared across paradigms; the consumption frequency differs as described in
Section 2.3 and Appendix C. FRED tickers in parentheses.

Variable Source frequency Transformation Source

Targets — Norway
Policy rate Quarterly Level (%) Norges Bank MPR
CPI inflation Quarterly Year-on-year (%) Norges Bank MPR
Output gap Quarterly Level (%) Norges Bank MPR

Norges Bank conditioning paths (horizons h = 1, . . . , 4)
Policy rate path Quarterly As published Norges Bank MPR
CPI inflation path Quarterly As published Norges Bank MPR
Output gap path Quarterly As published Norges Bank MPR

Targets — Sweden
Repo rate Quarterly Level (%) Riksbank MPR
CPI inflation Quarterly Year-on-year (%) Riksbank MPR
Output gap Quarterly Level (%) Riksbank MPR

Riksbank conditioning paths (horizons h = 1, . . . , 4)
Repo rate path Quarterly As published Riksbank MPR
CPI inflation path Quarterly As published Riksbank MPR
Output gap path Quarterly As published Riksbank MPR

Targets — New Zealand
Market rate (90-day) Quarterly Level (%) RBNZ MPS
CPI inflation Quarterly Year-on-year (%) RBNZ MPS
Output gap (proxy) Quarterly 8-quarter GDP growth

(%)
RBNZ MPS

RBNZ conditioning paths (horizons h = 1, . . . , 4)
Market rate path Quarterly As published RBNZ MPS
CPI inflation path Quarterly As published (YoY) RBNZ MPS
Output gap (proxy) path Quarterly 8-quarter GDP growth RBNZ MPS

Exogenous covariates
Brent crude oil price Daily → monthly

avg
Real, deflated by US CPI FRED (DCOILBRENTEU,

CPIAUCSL)
Euro Area consumer
sentiment

Monthly Level (raw) FRED (CSCICP02EZM460S)

European EPU index Monthly Level (raw) FRED (EUEPUINDXM)
NOK/USD exchange rate
(Norway panel)

Daily → monthly
avg

4-quarter log change (%) FRED (DEXNOUS)

SEK/USD exchange rate
(Sweden panel)

Daily → monthly
avg

4-quarter log change (%) FRED (DEXSDUS)

NZD/USD exchange rate (NZ
panel)

Daily → monthly
avg

4-quarter log change (%) FRED (DEXUSNZ)

US 3-month Treasury-bill rate Monthly Level (%) FRED (TB3MS)
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Table E.2. Interest-rate counterpart of Table 3: Equation (10) with the current squared 1-step interest-
rate forecast error as the dependent variable; Norway and Sweden condition on the policy rate, New
Zealand on the 90-day market rate. Columns, estimation, and significance conventions (including the †

own-target diagonal flag) mirror Table 3.

Norway Sweden New Zealand
Regressor (Norges Bank) (Riksbank) (RBNZ)

MSE inst
R,4 (t) -0.381† +0.108† +0.046†

(0.381) (0.089) (0.076)
MSE inst

π,4 (t) -0.032 +0.001 +0.020
(0.027) (0.001) (0.019)

MSE inst
y,4 (t) +0.009 -0.000 -0.002

(0.010) (0.000) (0.001)
Constant +0.033 +0.005 +0.108∗∗

(0.025) (0.004) (0.051)

N 61 57 101
R2 0.016 0.018 0.006

Table E.3. Output-gap counterpart of Table 3: Equation (10) with the current squared 1-step output-
gap forecast error as the dependent variable. Columns, estimation, and significance conventions (including
the † own-target diagonal flag) mirror Table 3.

Norway Sweden New Zealand
Regressor (Norges Bank) (Riksbank) (RBNZ)

MSE inst
R,4 (t) -9.113 -94.397 +2.047

(8.616) (78.712) (1.606)
MSE inst

π,4 (t) -0.845 +0.093 -3.733∗

(0.795) (0.439) (1.919)
MSE inst

y,4 (t) +0.464∗ +0.513∗ +0.492∗∗∗†

(0.276) (0.286) (0.133)
Constant +0.856 +2.510 +3.850∗

(0.708) (1.631) (2.171)

N 61 57 101
R2 0.030 0.177 0.137
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DM vs NB: p < 0.05 (filled) Not significant (hollow) Best producer in cell Beats NB (rel.~MSE<1)

Figure E.1. Forecasting scorecard for the synthetic-only Chronos-2 weights: relative MSE against the
Norges Bank baseline along the same input ladder. Layout and reading conventions mirror Figure 2.
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Figure E.2. Synthetic-only counterpart of Figure 3: Granger–Ramanathan combination weights with
the synthetic-only Chronos-2 Multi forecast (blue) in place of the default weights; the Norges Bank path
in grey. Layout and estimation mirror Figure 3.
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Figure E.3. Rung-matched Chronos-vs-VAR scorecard, Norway. Relative MSE of the Chronos-2 setup
against its matched conditional-VAR counterpart, on a log axis. Rows index horizons h = 1, . . . , 4;
columns the three targets. Each cell plots up to four matched pairs: Uni / VAR uncond, Multi rate-only
/ VAR rate-only, Multi / VAR cond, and Riksbank-augmented / VAR cross-country. The dashed vertical
line marks parity; markers to its left favour Chronos-2. Filled markers: Diebold–Mariano significant at
the 5% level (hollow: not). Stars mark the row-best Chronos-vs-VAR margin; the shaded region marks
relative MSE below one (Chronos-2 beats its matched VAR). The cross-country pair has no policy-rate
row by construction (the rate path is imposed and so is in the conditioning block of the cross-country
VAR rather than its unconstrained block).
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Figure E.4. Synthetic-only mirror of the rung-matched Chronos-vs-VAR scorecard for Norway. Layout,
matched pairs, and reading conventions mirror Figure E.3; only the Chronos slot in each pair is replaced
by its synthetic-only counterpart, while the VAR comparators are unchanged.
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Table E.4. Elliott–Komunjer–Timmermann (2005) flex-loss asymmetry estimates for the Norges Bank
forecast path, by target × loss family (rows) and horizon (columns). α̂ is the GMM estimator that
rationalises the institutional forecast under the lin-lin (p = 1) or quad-quad (p = 2) flex-loss family, with
instruments [constant, the previous origin’s forecast, the latest realisation available at the origin]. Each
(target, loss) block reports α̂ on the first line and the Newey–West HAC standard error in parentheses
on the second line, both to three decimal places. Stars * p < 0.10, ** p < 0.05, *** p < 0.01 are for the
two-sided test of symmetric loss (H0 : α = 0.5) with HAC standard errors and h − 1 lags. “Avg J p”
is the cross-horizon mean of the over-identification J-statistic p-value, testing forecast optimality under
any α in the family.

Target Loss h=1 h=2 h=3 h=4 Avg J p N

Policy rate lin-lin (p = 1) 0.302∗∗∗ 0.399 0.428 0.425 0.555 60
(0.058) (0.065) (0.087) (0.104)

quad-quad (p = 2) 0.791∗∗∗ 0.611 0.630 0.604 0.698 60
(0.093) (0.124) (0.126) (0.138)

Inflation lin-lin (p = 1) 0.475 0.466 0.494 0.362 0.319 60
(0.064) (0.080) (0.092) (0.090)

quad-quad (p = 2) 0.442 0.364 0.323 0.259∗∗ 0.214 60
(0.079) (0.097) (0.110) (0.110)

Output-gap lin-lin (p = 1) 0.298∗∗∗ 0.319∗∗ 0.381 0.391 0.051 60
(0.059) (0.071) (0.091) (0.104)

quad-quad (p = 2) 0.117∗∗∗ 0.188∗∗∗ 0.278∗∗ 0.286∗ 0.060 60
(0.040) (0.076) (0.110) (0.121)

Table E.5. Policy-rate counterpart of Table 2: joint evidence on the credibility gap, predictive un-
certainty, realised accuracy gain, and gap–error alignment for the policy rate target. Panel definitions,
regressors, standardisation, and inference mirror Table 2; cross-horizon means for the policy rate average
over h ∈ {2, 3, 4}, the per-target horizon set used throughout the credibility pipeline.

Panel A: (δChr
R )2 Panel B: σ̄Chr

R Panel C: gChr
R Panel D: δChr

R eNB
R

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE NB
R,4(t) +0.027 +0.034 +0.031 +0.099∗∗∗ -0.028 -0.049 -0.001 -0.007

(0.020) (0.029) (0.021) (0.028) (0.021) (0.048) (0.004) (0.019)
MSE NB

π,4 (t) +0.013∗∗ +0.076∗∗∗ -0.069∗∗∗ -0.028∗∗∗

(0.006) (0.018) (0.023) (0.009)
MSE NB

y,4 (t) -0.007 -0.067∗∗∗ +0.015 +0.004
(0.023) (0.024) (0.046) (0.019)

Constant +0.041∗∗∗ +0.041∗∗∗ +0.254∗∗∗ +0.254∗∗∗ -0.060∗∗ -0.060∗∗∗ -0.010 -0.010
(0.007) (0.007) (0.039) (0.035) (0.026) (0.020) (0.012) (0.010)

N 61 61 61 61 61 61 61 61
R2 0.118 0.145 0.028 0.188 0.026 0.182 0.000 0.144
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Table E.6. Output-gap counterpart of Table 2: joint evidence on the credibility gap, predictive un-
certainty, realised accuracy gain, and gap–error alignment for the output gap target. Panel definitions,
regressors, standardisation, and inference mirror Table 2.

Panel A: (δChr
y )2 Panel B: σ̄Chr

y Panel C: gChr
y Panel D: δChr

y eNB
y

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE NB
R,4(t) +1.398 +0.160∗ -1.989 -0.296

(1.288) (0.094) (1.764) (0.242)
MSE NB

π,4 (t) -0.084 +0.091∗∗∗ +0.129 +0.022
(0.081) (0.015) (0.099) (0.015)

MSE NB
y,4 (t) +1.269 +0.018 +0.221∗∗ +0.076 -1.852 -0.073 -0.292∗ -0.027

(0.880) (1.092) (0.087) (0.088) (1.218) (1.465) (0.169) (0.191)
Constant +0.463∗ +0.463∗ +0.328∗∗∗ +0.328∗∗∗ -0.689∗ -0.689∗ -0.113∗∗ -0.113∗∗

(0.276) (0.268) (0.039) (0.033) (0.377) (0.365) (0.053) (0.052)

N 61 61 61 61 61 61 61 61
R2 0.176 0.222 0.418 0.499 0.187 0.234 0.208 0.255
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DM vs RB: p < 0.05 (filled) Not significant (hollow) Best producer in cell Beats RB (rel.~MSE<1)

Figure E.5. Forecasting scorecard along the Chronos-2 input ladder on the Swedish panel: relative
MSE against the Riksbank baseline, on a log axis. Layout and reading conventions mirror Figure 2; the
final rung is Multi GN (SE), which augments the Riksbank triple with the three Norges Bank paths as
additional future covariates.
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Figure E.6. Sweden counterpart of Figure 3: Granger–Ramanathan combination weights on the Riks-
bank path (grey) and the Chronos-2 Multi + exog forecast (red), by target (columns) and horizon (x-axis).
Layout and estimation mirror Figure 3, with the lin-lin and quad-quad markers at the cell-specific α̂ of
Table E.8.
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Figure E.7. Rung-matched Chronos-vs-VAR scorecard on the Swedish panel. Layout, matched pairs,
and reading conventions mirror Figure E.3, with Multi GN (SE) / VAR cross-country as the richest pair;
the imposed repo-rate path again leaves the cross-country pair without an interest-rate row.
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Figure E.8. Sweden counterpart of Figure 4: credibility gap for inflation on the Riksbank panel under
the Multi input. Layout mirrors Figure 4, with the Riksbank path as the institutional benchmark.

Table E.7. Sweden counterpart of Table 1: relative MSE of the recursive Mincer–Zarnowitz regression
benchmark against the Riksbank path. Estimation and layout mirror Table 1; the native one-quarter
nowcast is dropped and horizons relabelled.

Target h = 1 h = 2 h = 3 h = 4 Avg N

Policy rate
1.55∗∗

(-2.47)
1.57

(-1.41)
1.45

(-1.08)
1.38

(-0.93) 1.42 57

Inflation
1.37

(-1.50)
1.18∗

(-1.84)
1.14

(-1.40)
1.33

(-1.43) 1.25 57

Output gap
1.23∗∗∗

(-2.78)
1.13∗

(-1.66)
0.91

(0.82)
0.95

(0.29) 1.07 57
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Table E.8. Sweden counterpart of Table E.4: Elliott–Komunjer–Timmermann (2005) flex-loss asymme-
try estimates for the Riksbank forecast path. Layout, estimation, and notation mirror Table E.4.

Target Loss h=1 h=2 h=3 h=4 Avg J p N

Policy rate lin-lin (p = 1) 0.466 0.529 0.759∗∗∗ 0.779∗∗∗ 0.081 52
(0.068) (0.089) (0.093) (0.103)

quad-quad (p = 2) 0.772∗∗∗ 0.712 0.775∗∗ 0.821∗∗∗ 0.218 52
(0.076) (0.135) (0.132) (0.113)

Inflation lin-lin (p = 1) 0.756∗∗∗ 0.738∗∗∗ 0.694∗∗ 0.733∗∗ 0.194 52
(0.059) (0.071) (0.077) (0.095)

quad-quad (p = 2) 0.742∗∗∗ 0.643 0.637 0.728∗∗ 0.180 52
(0.089) (0.152) (0.185) (0.113)

Output-gap lin-lin (p = 1) 0.683∗∗∗ 0.717∗∗∗ 0.745∗∗∗ 0.705∗∗ 0.422 52
(0.064) (0.068) (0.068) (0.083)

quad-quad (p = 2) 0.501 0.707∗∗ 0.767∗∗∗ 0.856∗∗∗ 0.201 52
(0.103) (0.082) (0.077) (0.063)

Table E.9. Sweden counterpart of Table 2: joint evidence on the credibility gap, predictive uncer-
tainty, realised accuracy gain, and gap–error alignment for the inflation target, with the Riksbank as the
institution. Panel definitions, regressors, standardisation, and inference mirror Table 2.

Panel A: (δChr
π )2 Panel B: σ̄Chr

π Panel C: gChr
π Panel D: δChr

π eRB
π

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE RB
R,4(t) +0.041 +0.046 -0.176 -0.068∗∗

(0.077) (0.039) (0.115) (0.027)
MSE RB

π,4 (t) +0.930∗∗∗ +0.922∗∗∗ +0.302∗∗∗ +0.295∗∗∗ -0.942∗∗ -0.927∗∗ -0.006 -0.002
(0.303) (0.299) (0.021) (0.021) (0.439) (0.432) (0.086) (0.084)

MSE RB
y,4 (t) -0.119∗∗∗ -0.078∗∗∗ -0.061 -0.090∗∗∗

(0.040) (0.020) (0.083) (0.033)
Constant +0.468∗∗∗ +0.468∗∗∗ +0.611∗∗∗ +0.611∗∗∗ -0.328∗ -0.328∗ +0.070 +0.070

(0.119) (0.111) (0.064) (0.058) (0.197) (0.199) (0.060) (0.061)

N 57 57 57 57 57 57 57 57
R2 0.543 0.554 0.512 0.565 0.324 0.335 0.000 0.045
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Table E.10. Sweden counterpart of Table 2: joint evidence on the credibility gap, predictive uncertainty,
realised accuracy gain, and gap–error alignment for the policy rate target, with the Riksbank as the
institution. Panel definitions, regressors, standardisation, and inference mirror Table 2; cross-horizon
means for the policy rate average over h ∈ {2, 3, 4}, the per-target horizon set used throughout the
credibility pipeline.

Panel A: (δChr
R )2 Panel B: σ̄Chr

R Panel C: gChr
R Panel D: δChr

R eRB
R

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE RB
R,4(t) +0.001 -0.004 +0.066 +0.045∗ +0.010 +0.012 +0.006 +0.004

(0.010) (0.009) (0.041) (0.023) (0.022) (0.023) (0.008) (0.008)
MSE RB

π,4 (t) +0.010 +0.115∗∗∗ +0.023 +0.017
(0.009) (0.015) (0.030) (0.016)

MSE RB
y,4 (t) -0.020∗∗∗ -0.046∗∗∗ +0.023 +0.002

(0.007) (0.013) (0.017) (0.006)
Constant +0.068∗∗∗ +0.068∗∗∗ +0.318∗∗∗ +0.318∗∗∗ -0.105∗∗ -0.105∗∗ -0.019 -0.019

(0.019) (0.018) (0.049) (0.040) (0.045) (0.044) (0.015) (0.014)

N 57 57 57 57 57 57 57 57
R2 0.000 0.057 0.079 0.355 0.002 0.020 0.003 0.033

Table E.11. Sweden counterpart of Table 2: joint evidence on the credibility gap, predictive uncertainty,
realised accuracy gain, and gap–error alignment for the output gap target, with the Riksbank as the
institution. Panel definitions, regressors, standardisation, and inference mirror Table 2.

Panel A: (δChr
y )2 Panel B: σ̄Chr

y Panel C: gChr
y Panel D: δChr

y eRB
y

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE RB
R,4(t) -0.096 +0.059 +0.012 -0.042

(0.135) (0.051) (0.218) (0.105)
MSE RB

π,4 (t) +0.948∗∗∗ +0.238∗∗∗ -0.968∗∗ -0.010
(0.296) (0.035) (0.387) (0.091)

MSE RB
y,4 (t) -0.144 -0.132 +0.002 +0.021 +0.536 +0.507 +0.196 +0.188

(0.184) (0.155) (0.079) (0.073) (0.390) (0.387) (0.153) (0.160)
Constant +1.383∗∗∗ +1.383∗∗∗ +1.266∗∗∗ +1.266∗∗∗ -1.587∗∗∗ -1.587∗∗∗ -0.102 -0.102

(0.331) (0.247) (0.104) (0.087) (0.592) (0.542) (0.249) (0.249)

N 57 57 57 57 57 57 57 57
R2 0.005 0.231 0.000 0.246 0.013 0.055 0.008 0.009
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Figure E.9. Forecasting scorecard along the Chronos-2 input ladder on the New Zealand panel: relative
MSE against the RBNZ baseline, on a log axis. Layout and reading conventions mirror Figure 2; the
final rung is Multi GN, which augments the RBNZ triple with the three Riksbank paths as additional
future covariates.

54



1 2 3 4
Horizon (quarters)

1.0

0.5

0.0

0.5

1.0

1.5

Market rate

1 2 3 4
Horizon (quarters)

Inflation

1 2 3 4
Horizon (quarters)

Output-gap

OLS estimate 90% HAC band Lin-lin at lin Quad-quad at qq

Figure E.10. New Zealand counterpart of Figure 3: Granger–Ramanathan combination weights on the
RBNZ path (grey) and the Chronos-2 Multi + exog forecast (red), by target (columns) and horizon (x-
axis). Layout and estimation mirror Figure 3, with the lin-lin and quad-quad markers at the cell-specific
α̂ of Table E.13.
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Figure E.11. Rung-matched Chronos-vs-VAR scorecard on the New Zealand panel. Layout, matched
pairs, and reading conventions mirror Figure E.3, with Multi GN / VAR cross-country—matched on the
three Riksbank paths—as the richest pair; the imposed market-rate path again leaves the cross-country
pair without an interest-rate row.
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Figure E.12. New Zealand counterpart of Figure 4: credibility gap for inflation on the RBNZ panel
under the Multi input. Layout mirrors Figure 4, with the RBNZ path as the institutional benchmark.

Table E.12. New Zealand counterpart of Table 1: relative MSE of the recursive Mincer–Zarnowitz
regression benchmark against the RBNZ path. Estimation and layout mirror Table 1; the rate is the
90-day market rate and real activity the eight-quarter GDP-growth proxy.

Target h = 1 h = 2 h = 3 h = 4 Avg N

Market rate
1.05

(-0.88)
1.12

(-1.29)
1.25

(-1.61)
1.11

(-0.78) 1.15 101

Inflation
1.08

(-1.33)
1.11∗

(-1.78)
1.10

(-1.26)
1.06

(-0.53) 1.08 101

Output gap
0.95

(0.79)
1.02

(-0.27)
1.09

(-0.97)
1.18

(-1.37) 1.07 101
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Table E.13. New Zealand counterpart of Table E.4: Elliott–Komunjer–Timmermann (2005) flex-loss
asymmetry estimates for the RBNZ forecast path. Layout, estimation, and notation mirror Table E.4.

Target Loss h=1 h=2 h=3 h=4 Avg J p N

Market rate lin-lin (p = 1) 0.744∗∗∗ 0.699∗∗∗ 0.665∗∗ 0.646∗ 0.083 100
(0.041) (0.059) (0.068) (0.078)

quad-quad (p = 2) 0.747∗∗∗ 0.729∗∗∗ 0.744∗∗∗ 0.763∗∗∗ 0.189 100
(0.060) (0.079) (0.091) (0.096)

Inflation lin-lin (p = 1) 0.528 0.489 0.491 0.504 0.257 100
(0.050) (0.058) (0.065) (0.069)

quad-quad (p = 2) 0.492 0.439 0.393 0.386 0.061 100
(0.063) (0.079) (0.097) (0.106)

Output-gap lin-lin (p = 1) 0.221∗∗∗ 0.345∗∗∗ 0.367∗∗ 0.378 0.104 100
(0.040) (0.057) (0.062) (0.075)

quad-quad (p = 2) 0.152∗∗∗ 0.297∗∗ 0.373 0.440 0.355 100
(0.055) (0.083) (0.098) (0.112)

Table E.14. New Zealand counterpart of Table 2: joint evidence on the credibility gap, predictive
uncertainty, realised accuracy gain, and gap–error alignment for the inflation target, with the RBNZ as
the institution. Panel definitions, regressors, standardisation, and inference mirror Table 2.

Panel A: (δChr
π )2 Panel B: σ̄Chr

π Panel C: gChr
π Panel D: δChr

π eRBNZ
π

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE RBNZ
R,4 (t) +0.001 +0.028∗∗∗ -0.105 -0.052

(0.026) (0.011) (0.075) (0.047)
MSE RBNZ

π,4 (t) +0.537∗∗∗ +0.530∗∗∗ +0.178∗∗∗ +0.175∗∗∗ +0.863∗∗∗ +0.813∗∗∗ +0.700∗∗∗ +0.672∗∗∗

(0.137) (0.131) (0.019) (0.016) (0.275) (0.231) (0.205) (0.179)
MSE RBNZ

y,4 (t) +0.065 +0.047∗∗∗ +0.463∗∗ +0.264∗

(0.072) (0.017) (0.233) (0.149)
Constant +0.341∗∗∗ +0.341∗∗∗ +0.461∗∗∗ +0.461∗∗∗ +0.263 +0.263∗ +0.302∗∗∗ +0.302∗∗∗

(0.057) (0.055) (0.020) (0.016) (0.177) (0.143) (0.112) (0.094)

N 101 101 101 101 101 101 101 101
R2 0.598 0.607 0.643 0.706 0.312 0.404 0.444 0.507
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Table E.15. New Zealand counterpart of Table 2: joint evidence on the credibility gap, predictive
uncertainty, realised accuracy gain, and gap–error alignment for the interest-rate target (the 90-day
market rate), with the RBNZ as the institution. Panel definitions, regressors, standardisation, and
inference mirror Table 2; cross-horizon means for the interest rate average over h ∈ {2, 3, 4}, the per-
target horizon set used throughout the credibility pipeline.

Panel A: (δChr
R )2 Panel B: σ̄Chr

R Panel C: gChr
R Panel D: δChr

R eRBNZ
R

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE RBNZ
R,4 (t) +0.138 +0.139 +0.282∗∗∗ +0.284∗∗∗ -0.001 -0.009 +0.069∗∗∗ +0.065∗∗∗

(0.114) (0.113) (0.037) (0.037) (0.105) (0.099) (0.021) (0.022)
MSE RBNZ

π,4 (t) +0.037∗ +0.041∗ -0.189∗∗∗ -0.076∗∗∗

(0.020) (0.025) (0.043) (0.028)
MSE RBNZ

y,4 (t) +0.026 +0.013 -0.070 -0.022
(0.049) (0.039) (0.063) (0.020)

Constant +0.157∗∗∗ +0.157∗∗∗ +0.597∗∗∗ +0.597∗∗∗ -0.093 -0.093 +0.032 +0.032
(0.039) (0.038) (0.050) (0.049) (0.073) (0.066) (0.037) (0.035)

N 101 101 101 101 101 101 101 101
R2 0.161 0.179 0.502 0.515 0.000 0.112 0.056 0.134

Table E.16. New Zealand counterpart of Table 2: joint evidence on the credibility gap, predictive
uncertainty, realised accuracy gain, and gap–error alignment for the real-activity target (the eight-quarter
GDP-growth proxy), with the RBNZ as the institution. Panel definitions, regressors, standardisation,
and inference mirror Table 2.

Panel A: (δChr
y )2 Panel B: σ̄Chr

y Panel C: gChr
y Panel D: δChr

y eRBNZ
y

(1) (2) (1) (2) (1) (2) (1) (2)
Own MSE Full triple Own MSE Full triple Own MSE Full triple Own MSE Full triple

MSE RBNZ
R,4 (t) +1.712 +0.281∗∗∗ -4.237 -1.263∗∗

(1.777) (0.077) (3.026) (0.643)
MSE RBNZ

π,4 (t) +2.448 +0.368∗∗∗ +0.502 +1.475
(3.399) (0.096) (4.852) (1.057)

MSE RBNZ
y,4 (t) +19.259 +18.969 +0.618 +0.573 -29.422 -29.333 -5.082 -5.182

(13.691) (13.894) (0.389) (0.391) (22.090) (22.378) (4.253) (4.269)
Constant +9.216∗ +9.216∗ +1.445∗∗∗ +1.445∗∗∗ -13.481∗ -13.481∗ -2.133 -2.133

(4.738) (4.747) (0.154) (0.134) (7.747) (7.732) (1.573) (1.528)

N 101 101 101 101 101 101 101 101
R2 0.098 0.100 0.124 0.189 0.090 0.092 0.075 0.086
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